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We argue that AI slop in software development is creating a tragedy of the commons. Slop is cheap to gen-
erate but expensive to review, and its costs fall on shared resources such as reviewer capacity, which was
limited even before AI assistants became widespread. Ostrom documented how communities avoid such
tragedies by setting and enforcing their own rules. We translate Ostrom’s design principles for sustain-
able commons institutions into concrete proposals for contributors, reviewers, tool developers, team leads,
organizational leaders, and educators.

CCS Concepts: • Software and its engineering;

In January 2026, the curl project shut down its HackerOne bug-bounty program because a flood of
plausible but unfounded AI-generated vulnerability reports consumed too much reviewer time.1
Such reports are a form of AI slop. Kommers et al. [6] identified three prototypical properties
that slop shares across domains: “superficial competence” (a veneer of quality without substance),
“asymmetric effort” (creation requires little of the effort needed without AI), and “mass producibility.”

Our position is that AI slop in software development constitutes a tragedy of the commons [5]. In
Hardin’s example, each herder benefits from adding cattle to a shared pasture while distributing the
costs of overgrazing across everyone who uses it, and this individually rational behavior leads to
collective ruin. AI-assisted contributions can produce the same imbalance: Contributors gain from
rapid generation while drawing on the finite time and expertise that others provide to check, correct,
and maintain the output. In online discussions of AI slop, developers described risks to reviewer
capacity, codebase integrity, knowledge resources, collaborative trust, and the talent pipeline [1].

1 Evidence from the Discourse
In a previous empirical study [1], we analyzed 1,154 posts across 15 discussion threads from Reddit
and Hacker News in which developers explicitly used the phrase AI slop.
Reviewers bear the cost of slop. A contributor can generate slop cheaply, but checking it

takes up the time of a reviewer with the necessary expertise. Economists call such a cost an
externality, because it falls on someone other than the person who caused it. One team reported
30 pull requests per day split across six reviewers. One reviewer wrote: “They’re literally just
using you to do their job, i.e., critically evaluate and understand their AI slop and give it the next
prompt.” Even AI-assisted reports that identify real problems can take up too much reviewer time.
In October 2026, curl maintainer Daniel Stenberg reported that hallucinated security reports had
largely disappeared, but accurate AI-assisted reports still arrived in high volume and were often
hundreds of lines long, convoluted, and repetitive.2 Stenberg does not consider these reports slop
because they identify real problems, but in our view their verbosity is slop because it adds review
effort without helping reviewers assess the finding. On the Linux kernel security list, different
people ran the same AI tools and reported the same bugs, which made the list “almost entirely
unmanageable,” according to Linus Torvalds.3

Slop degrades codebases andknowledge resources.MergingAI outputwithout careful review
can add technical debt. A model might mask a race condition with a setTimeout delay, silence a
1Daniel Stenberg, The End of the curl Bug-Bounty, January 26, 2026.
2Daniel Stenberg, Ignore the Slop, October 22, 2026.
3Linus Torvalds, Linux 7.1-rc4, LKML, May 17, 2026.
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Fig. 1. Contributors and shared resources in the software commons, with their counterparts in Hardin’s
example [5]. Reviewer capacity represents the time and expertise of reviewers; the same developer can be both
contributor and reviewer. Dashed boxes and arrows show the actions that we propose for other stakeholders.

type mismatch with a cast to any, or rewrite a test to accept broken behavior. In one case, an AI agent
“hallucinated external services, then mocked out the hallucinated external services,” producing an
internally coherent but fictional integration. Beyond the codebase, developers reported that public
tutorials and documentation were degrading. Learners who rely on these resources risk copying
errors before they can recognize them. Model vendors use these resources as training data, and
Shumailov et al. found that training on generated content causes irreversible defects in the resulting
models, an effect that they calledmodel collapse [9]. Vendors of tools that produce slop therefore face
their own tragedy of the commons, because they degrade the training data of their future models.
Incentives reward slop. Developers described incentives that reward quantity over quality,

such as contribution graphs and search-engine rankings. Besides, bug bounties create a monetary
incentive to submit as many AI-generated reports as possible. One Reddit commenter posted a
prediction about GitHub’s AI features: “This will just be weaponized by people trying to boost their
profile in an ironically shrinking job market.” Developers also described corporate mandates to adopt
AI tools regardless of fit, including C-level executives “running parts of our codebase through AI
tools and literally copy pasting the response as an answer to every technical problem.” Like Hardin’s
herders [5], contributors benefit from each additional contribution, and the incentives mentioned
above increase the pressure to submit more contributions for reviewers to check.

2 The Commons Under Strain
Reviewer capacity, defined as the time and expertise available to assess contributions, is a finite
shared resource (Figure 1). The same developer can submit a contribution and review someone
else’s. A contribution that the contributor has verified can improve codebases and knowledge
resources, whereas an unverified contribution leaves the verification to a reviewer. Contributors
should therefore verify their changes before requesting a review, or they risk losing reviewers’
trust and willingness to review their work.

In software development, asymmetric effort and mass producibility [6] let contributors generate
more changes than reviewers have time to check. Under the resulting time pressure, reviewers
can miss defects, because the superficial competence of slop makes generated code look correct.
For example, a developer who submits an AI-generated pull request without checking it produces
it faster and raises their contribution count. A reviewer who notices a test rewritten to accept
broken behavior, a maintainer who later diagnoses a regression, and a junior developer who copies
a broken tutorial all pay for it. In open-source projects, these reviewers and maintainers are often
volunteers with limited time. Eghbal documented that maintainers were under-resourced before AI
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assistants became widespread [3]. In industry, the mandates and volume-based rewards described
in Section 1 increase the number of pull requests without increasing the number of reviewers [1].

Reviewer capacity and other shared resources also depend on decisions made outside contribution
and review. For example, tool developers build the generation tools with which contributors produce
changes, such as coding agents and editor integrations. They also build the repository tools
with which reviewers assess these changes, such as code review and continuous integration (CI)
systems. Team leads and organizational leaders assign tasks and decide how developers’ work is
evaluated, and educators teach students and developers how to write and check code. The dashed
arrows in Figure 1 show the actions that we propose for these groups, and Section 3 describes
these actions in more detail.

3 Preventing the Collapse
Hardin’s example showed how users can overuse a shared resource, but not how communities can
prevent the overuse. We draw on Ostrom’s empirical work on commons governance [7], which
documents communities that sustained shared resources through rules they set themselves rather
than relying solely on privatization or top-down control. We translate Ostrom’s eight design
principles into proposals to prevent the overuse of shared resources in software projects, using
adapted names of the principles as paragraph headings. Our running example is a contributor
who prepares an AI-assisted bug fix. Before requesting a review, the contributor checks the diff
manually, explains the intended behavior, and provides a regression test.
Clearly defined boundaries. Projects should define evidence requirements, that is, what a

contribution must include before a reviewer assesses it. For pull requests, we propose a form that
asks contributors (1) which AI tools they used, (2) which parts of the contribution they checked
manually, and (3) how they verified and validated the contribution, for example with tests and
static analysis. It is enough for contributors to name the AI tools that they used, because review
depends on whether they verified and validated the contribution, not on which tool wrote which
part of it. For bug reports, maintainers should require a test case or proof of concept that reproduces
the bug, and they can ask contributors to describe the bug briefly in their own words. Generation
tools already keep session logs of prompts and generated changes, and tool developers should link
these logs to pull requests automatically, so that reviewers can consult them when a change needs
explanation. The Entire CLI, for example, pushes each agent session log to the repository and links
it to the resulting commit.4 Session logs miss AI use in tools that do not record sessions, such as
code pasted from a chat assistant in a browser, and nobody can verify that contributors disclosed
all AI use. The evidence requirements should therefore apply to every contribution, regardless
of declared origin. Because walkthroughs take time from both the contributor and the reviewer,
maintainers should request them only from first-time contributors and from contributors whose
earlier contributions contained errors or unexplained changes. In a walkthrough, the contributor
would explain the changed lines, the intended behavior, and how the tests demonstrate it.

Congruence between rules and local conditions. Once a project has defined its evidence
requirements, team leads should adapt them depending on the risk of a change. A documentation
correction may need only a short description, whereas a change to authentication code needs tests
and a detailed explanation. When reviewer capacity is low, they should require tests and a detailed
explanation for all code changes, not only for high-risk ones. Team leads should also measure
review effort, rework, and post-merge defects for the project as a whole at regular intervals, using
data such as review times, the number of review rounds, and bug reports linked to merged pull
requests. The results show whether the evidence requirements catch defects without overloading

4Entire, Entire CLI , accessed October 31, 2026.
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reviewers. Using them to evaluate individual developers would be counterproductive, because once
a measure determines rewards, developers work toward the measure instead of the goal behind
it, as Goodhart’s law describes. Rewards for more pull requests or more AI use, for example, do
not lead to better contributions. Such rewards also credit contributors for their pull requests but
not reviewers for checking these pull requests. Organizational leaders should therefore reserve
time for review when assigning work and credit reviewing in performance evaluations.
Collective-choice arrangements. Contributors and reviewers should together decide on the

evidence requirements introduced above and record them in their contributing guide or team
agreement. They can start from norms that developers already follow, such as the norm that
one developer stated as “It’s not AI’s code, it’s my code.” Recorded as a rule, the norm makes
the contributor of the AI-assisted bug fix in our running example responsible for checking and
explaining the generated changes. When the evidence requirements miss defects or overload
reviewers, contributors and reviewers should both be able to propose changes to the requirements,
for example by opening an issue in an open-source project or by raising the topic in a team meeting.
Monitoring. To help reviewers monitor what enters a codebase, repository tools should show

them the evidence outlined above next to the diff. When a pull request changes high-risk code,
repository tools should request a review from the developers responsible for that code. GitHub
already offers pull-request templates, CODEOWNERS files that name required reviewers for specific
files or directories, and branch protection rules that require passing checks and approvals before
merging.5 Generated tests can show the same superficial competence as generated code, passing
and looking like verification while sharing the mistaken assumptions of the code under test [10].
Repository tools should therefore also check whether the submitted tests can catch errors, for
example by running a regression test for a bug fix on the code before the fix, where it should fail,
or by mutation testing. Reviewers can then spend their time on problems that tools cannot detect.

Beyond automated checks, AI review tools could take over part of the monitoring that reviewers
do. GitHub’s Copilot code review posts comments on pull requests and proposes fixes, but GitHub
warns that it can produce false positives and false negatives.6 Reviewers therefore have to verify ev-
ery comment, and the comments add work if verifying them takes longer than reviewing the change
without the tool [2]. A tool that reviews AI-generated code may also repeat the mistakes of the tool
that generated it. We therefore propose AI assistance for tasks with results that reviewers can check
quickly, such as summarizing changes, grouping duplicate reports, and checking a contributor’s
claims against tests or static analysis, with each result linked to its evidence. Projects should judge
AI assistance by the measurements proposed above, adding the time spent generating code and the
useful contributions that the assistance wrongly rejects. Maintainers should let a tool act without
human review, for example by closing duplicate reports, only after measurements in their project
show that its error rate is acceptable. Better models may reduce the effort of generating and review-
ing each contribution, but as long as a human has to check or approve any part of a contribution,
the total review time grows with the number of contributions, whereas generation is cheap.
Graduated sanctions.Maintainers should return incomplete contributions to the contributor

with a request to add the missing explanation or evidence. If a contributor repeatedly violates the
project’s contribution rules, for example by deliberately misrepresenting AI use, maintainers should
limit the contributor’s open pull requests or revoke their merge rights. The project’s contributing
guide should list the problems for which maintainers return a contribution and the violations for
which they limit or revoke a contributor’s rights. The same rules should apply to contributions
with and without AI assistance.

5GitHub, Managing and standardizing pull requests, accessed October 22, 2026.
6GitHub, Application card: GitHub Copilot Agents, accessed October 22, 2026.
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Conflict-resolution mechanisms. A reviewer who cannot understand part of a contribution
should be able to request a walkthrough of that part before deciding whether to approve the
contribution. The project’s contributing guide should state what reviewers can question in this way
and how quickly and in what form contributors have to respond. If the walkthrough does not address
the reviewer’s concerns, they can reject the contribution. Contributors who consider a walkthrough
request or a rejection unjustified should be able to ask a designated maintainer or team lead to decide.
Recognized rights to organize. Projects have already changed their contribution rules in

response to slop, as curl did by ending its bug bounty program. Such rules work only if the project’s
maintainers enforce them and the platforms and companies around the project support them.
Code hosting platforms should give maintainers control over incoming contributions, as GitHub
began to do in 2026 in response to growing numbers of low-quality pull requests.7 Companies
that depend on an open-source project should require their developers to follow the project’s
contribution rules. Within companies, organizational leaders should let teams decide how they
use AI tools instead of mandating their adoption.

Software engineering educators should likewise decide in which assignments and exams students
may use AI tools, because AI use can impair learning [8] and AI-generated code can contain
security vulnerabilities [4]. Students therefore need to learn to find functional defects and security
vulnerabilities in code that they did not write, which educators can test in oral examinations
or live coding without AI tools. After graduation, junior developers need further practice, and
organizational leaders should give them working time to review contributions together with
experienced reviewers. The talent pipeline, that is, the future supply of experienced reviewers,
depends on whether junior developers learn this skill.
Nested governance. Some causes of slop lie outside any single project, such as coding agents

that open large pull requests without explanations, rewards for pull-request counts, and courses
in which students never learn to check code that they did not write. Projects therefore need to
communicate their problems, with the measurements proposed above as evidence, to the tool
developers, organizational leaders, and educators who are responsible for these causes. Software
foundations could collect the measurements across projects, but many depend on donations and
volunteers, and companies and public funders that rely on open-source software should consider
funding them for this task.

Conclusion

AI slop creates a tragedy of the commons in Hardin’s sense [5], because contributors benefit
from cheap generation while reviewers bear the cost of checking the output. Ostrom showed
that communities avoid this tragedy when the people who use a shared resource set and enforce
their own rules [7]. In our previous study, developers described projects that had begun to do
so, for example by limiting pull-request size, refusing merges, or requesting explanations of code.
Projects that adopt our proposals should measure review effort, rework, and post-merge defects
before and after adoption, so that researchers can compare the effects across projects. To enforce
their contribution rules, projects need support from tool developers, team leads, organizational
leaders, and educators, who should make verification part of their tools, workloads, and curricula.
Organizations should also let their developers spend working time on reviews in the open-source
projects that they depend on. Without that support, the rising number of contributions risks
exhausting reviewer capacity and bringing projects closer to Hardin’s proverbial “ruin.”

7GitHub, Limit open pull requests for users without write access, June 17, 2026.
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